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What’s Gaussian

• Probably the most widely used computational chemistry 
package in the world
– Originator, John Pople, awarded the 1998 Nobel prize

• Solves the Schrödinger equation for atoms and 
molecules
– Solves a set of partial differential equations
– Spectral approach placing basis functions at the position of each 

atomic nucleus
– Compute energies and build potential energy surfaces

• Program well know for consuming all available compute 
resources at supercomputer centers

• My role with Gaussian!!



The CC-NUMA Project
Programming Paradigms, Tools and Algorithms for the 

Spectral Solution of the Electronic Schrödinger Equation on 
Non-Uniform-Memory Parallel Processors

• Australian Research Council (ARC) “Linkage Grant”
– A$498K from ARC with over A$600K cash and in-kind industry 

support

• Industry Partners
– Gaussian Inc. 
– Sun Microsystems

• The ANU team
– Faculty: Alistair Rendell + Peter Strazdins
– Research Scientists: Bill Clarke + 1 TBA
– Reseach Students:  Andrew Over and Joseph Antony

• Lifetime: 3-4 years from April 03



CC-NUMA Combines

Gaussian

Linear
Scaling

OpenMP

• Most widely used computational chemistry 
code

• New algorithms scaling linearly with 
system size

• Evolving(?) standard for SMP programming

CC-NUMA targets the design and building of  scalable 
high performance computational applications for modern 

(NUMA) shared memory systems

Two Components
• Software Development
• Performance Evaluation and Simulation



The Gaussian Code

• Developed since 70’s
– Predominantly Fortran with some C

• Recently released Gaussian 03 (g03)
– Over 1 million lines of code

• Calculation consists of running series of “links”
– Successive exec commands
– Communication between links via file I/O 

• Memory allocated in big chunk (malloc) 
– Divided internally by the code
– More memory the better (ideally)
– Optimal algorithm chosen based on memory, disk, 

and number of processors



Illustrative use of links
Link I: Read Input Determine Geometry

Link II: Compute Bond Lengths

Link III: Compute Energy

Link IV: Compute Gradient

Link V: Move Nuclei
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Exec next link

Exec next link

Exec next link

Exec next link

Exec next link

75% Time

20% Time

STOP

G03 has 80 
different 
links



Parallel Code
• Available for some time
• Software engineering issues make OMP attractive

– Similar distributed and shared memory versions
– As close to sequential code as possible

• Old version (g98)
– Distributed Memory: Linda (eval, rd, in, out operations)
– Shared Memory: fork, shmget plus some vendor directives

• New version (g03)
– Linda, OpenMP and hybrid

• Current OMP status
– All old fork based functionality can now use OMP
– Some new OMP algorithms (e.g. parallel MP2, CCSD(T))
– Now assessing performance expanding use of OMP



OpenMP and G03
• Currently contains »170 OMP directives
• Calls to fork are replaced with:

c$omp par al l el  do
do i am=1, ncpu_r equest ed, 1

cal l  some_r out i ne( )
enddo

• Data structures
– Single large malloc allocation at start of each link

• Threads manipulate unique regions
• Contributions from threads combined after parallel region
• (Possible data placement implications)

– Typically “Default(shared)”
• Parallel Libraries

– Some use of parallel libraries (platform dependent)



G03 OMP Directives
bar r i er
cr i t i cal
• pr i mar i l y f or  I O oper at i ons

si ngl e
• Onl y s i ngl e use!

t hr eadpr i vat e
par al l el
par al l el  def aul t ( shar ed)
par al l el  i f ( l ogi cal )
par al l el  do
par al l el  do schedul e( st at i c | dynami c)
par al l el  do schedul e( st at i c | dynami c, 1| 4)
par al l el  do i f  ( n. gt . 50. and. dopar )

Currently no use of:
sect i ons,  r educt i on,  at omi c,  f l ush,  or der ed
f i r st / l ast / copypr i vat e,  nowai t ,  r educt i on,  
or der ed,  copyi n



G03 OMP Function Calls

omp_get _t hr ead_num( )
omp_set _num_t hr eads( )
omp_set _dynami c( . f al se. )
• Do not oversubscribe threads to CPUs

omp_set _nest ed( . f al se. )
• To prevent parallel code calling parallel library

omp_i n_par al l el ( )
omp_i ni t _l ock( var )
omp_set _l ock( var )
omp_unset _l ock( var )



Initial Impressions!



Disclaimer!

• Performance data presented is indicative, not absolute
– Results have been gathered on shared machines not under 

benchmarking conditions

• Comparing performance or scalability between quantum 
chemistry programs is extremely difficult
– Quantum chemists have developed many algorithms to perform 

the same computation, and Gaussian Inc have been at the 
forefront of this effort

– Some codes will scale well, but absolute time to solution is poor
– Even in Gaussian a poor scaling IO intensive algorithm may 

outperform a good scaling non-IO intensive algorithm



BENCHMARKS

Ethylene Isobutene

18 crown 6 ether



BENCHMARKS
Name Calculation Atoms Method Basis Functions Mem (MW)

Ethylene
1.1 ec2h4mp Energy 6 MP2 6-311++g(3df,3dp) 150 15
1.2 gc2h4mp Gradient 6 MP2 6-311++g(3df,3dp) 150 15
1.3 fc2h4mp Frequency 6 MP2 6-311++g(3df,3dp) 150 15

Isobutene
2.1 fisobhf Frequency 12 HF 6-311++G** 144 15
2.2 fisobbl Frequency 12 DFT 6-311++G** 144 15
2.3 eiosbmp Energy 12 MP2 6-311++G** 144 15
2.4 gisobmp Gradient 12 MP2 6-311++G** 144 15
2.5 eisobqc Energy 12 QCISD(T) 6-311++G** 144 15

18 crown 6 ether
3.1 g18c6hf Gradient 42 HF 6-31g** 390 15
3.2 g18c6bl Gradient 42 DFT 6-31g** 390 15
3.3 eisobmp Energy 42 MP2 6-31g** 390 15

• Scale memory with CPUs 
– Add extra 50% for each new processor

• Default use of disk



Parallel Speedup

• Results from an HP GS1280/EV7
• Total times, not just parallel
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Parallel Speedup

• Results from an HP GS1280/EV7
• Total times, not just parallel
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Absolute Performance

• Gaussian shows Gustafson scaling 
– parallel work increases with system size

• Note cpu v elapsed times

Name
1 2 4 1 2 4

Ethylene
1.1 ec2h4mp 42 28 19 36 43 52
1.2 gc2h4mp 113 78 48 105 125 147
1.3 fc2h4mp 1860 1581 1598 1538 1683 1879

Isobutene
2.1 fisobhf 516 337 162 505 545 569
2.2 fisobbl 710 410 236 700 741 800
2.3 eisobmp 753 361 205 660 662 770
2.4 gisobmp 2114 1221 885 1950 2123 2145
2.5 eisobqc 1248 749 511 941 1078 1203

18-crown-6 ether
3.1 g18c6bl 588 334 187 577 628 681
3.2 g18c6hf 574 293 173 563 555 594
3.3 e18c6mp 2106 1266 979 1441 1662 1795

Elapsed(s) CPU(s)



LINK TIME

Link Sec Link Sec (cont) Link Sec Link Sec (cont)

101 1 1101 1 101 1 1002 178
103 0 1102 0 103 0 811 459
202 0 1110 106 202 1 804 50
301 1 1002 420 301 0 1002 11
302 1 601 0 302 1 1102 0
303 0 701 1 303 0 1110 21
401 5 702 1 401 1 1112 254
502 35 703 136 502 27 601 1
801 0 716 1 801 1 701 1

103 1 906 753 702 0
1101 1 703 76
1102 0 716 0
1110 21 103 2

TOTAL(sec) 710 TOTAL(sec) 1860

fisobbl fisobmp



Simple SCF Example

• Algorithm repeatedly 
1. Computes [ij|kl] “integrals” and combination them with D
2. Transformation/extrapolation of F (matrix operations)
3. Diagonalization of “F”

• Dominated by computation of “[ij|kl]” integrals
– Computed in “batches” according to function type
– Different batches to different processors

• Wide variation in batch computation time
– Dependent on function type and location
– Not predictable from previous evaluation of F

• Load balancing is an issue
– But not a simple loop – i.e. schedule(dynamic) not suitable

[ ] [ ]( )-+=
functionsN
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,

||2



Simple SCF Example

• Form partial F on each thread and then sum
– replicated data approach

• Multiple processes produced via OMP parallel loop
• Large array used to contain multiple copies of F

– A unique F for each process
– Arbitrary location in memory

• Parent process sums together different F after end of 
parallel loop

~ O(n4) computation > O(n2) data structures

[ ] [ ]( )-+=
functionsN
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,

||2

F1 F2 F3 F4



HF Iterations (l502)

• G18C6HF elapsed times
– Matrix dimension typical 390
– Integrals dominate 
– But integral time varies with iteration

Component

1 2 3 4 5 6
Integrals 27.5 25.2 24.3 20.8 17.6 15.5

Maxtrix Ops 0.8 0.3 0.3 0.3 0.3 0.3
Diagonalization 0.3 0.3 0.3 0.3 0.3 0.3

TOTAL 29.0 26.0 25.1 21.5 18.4 16.4

Component

7 8 9 10 11 12
Integrals 52.9 34.3 34.9 30.6 24.9 22.8

Maxtrix Ops 0.3 0.3 0.3 0.3 0.3 0.3
Diagonalization 0.3 0.3 0.3 0.3 0.3 0.3

TOTAL 53.7 35.1 35.7 31.3 25.6 23.6

ITERATION

ITERATION



Component Scaling
Iter Item 1 2 4 8 Iter Item 1 2 4 8

6 TOTAL 16.2 8.3 4.3 2.5 12 TOTAL 23.4 12.6 7.0 3.8

Mat Ops 0.3 0.2 0.2 0.2 Mat Ops 0.3 0.2 0.2 0.2
DIAG 0.3 0.2 0.2 0.1 DIAG 0.3 0.2 0.2 0.2

Ints 15.5 7.8 3.6 1.9 Ints 22.8 11.8 6.0 2.9
7.9 3.7 1.9 12.1 6.1 3.1

3.7 1.9 6.1 3.1
4.0 2.0 6.6 3.1

2.0 3.2
2.1 3.3
2.1 3.4
2.2 3.4

Sum Ints 15.5 15.7 15.0 16.0 Sum Ints 22.8 23.9 24.8 25.7

• Matrix Ops and Diag scale poorly, but relatively cheap
– dimension of matrices around 390

• Load imbalance
• Some overhead in integral parallelisation



HF Task Cost
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– Iteration 1: 7021 tasks taking 27.5s
– Iteration 6: 3576 tasks taking 15.5s
– Iteration 12: 5698 tasks taking 22.8s



What’s New



Recent Developments
Density Functional Methods

Linear Scaling Algorithms

The Potassium Ion Channel



Density Functional Theory
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• FXC evaluated by numerical integration
• Hybrid schemes (e.g. B3LYP) mix some HF exchange 

with some FXC
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Linear Scaling

• Based on locality, what chemists always knew
– Bonds, lone pairs etc 
– CH3(CH2)nCH3 each CH2 weakly influenced by others

• Why now
– Increased computer speed enables access of crossover point

• Data structures
– Focus on electron density or localized orbital representation of
– NO more delocalized orbitals

• Compute terms separately
– Near interactions exactly (expensive, but few)

– Long range interactions approximately (cheap, but many)



• Coulomb
– Classical electrostatics
– Long range

– Use fast multipole(like gravity)

Coulomb Exchange

• Exchange 
– Quantum
– Short range

– Use cutoffsV
rr

r
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• Pure Density Functional 
– Exchange related only to density (not orbital product - Dij)
– Fit density to another auxiliary basis

Simple Integral 
Evaluation

1. ? Determine a fitting basis ?

2. Short range Coulomb

3. Long range Coulomb
4. Exchange correlation

Modern Integral Evaluation



Ion Channel 
Fragments (a)



Ion Channel 
Fragments (b)



Ion Channel Performance Data
Ratio No

Cutoff Atoms Func. Func. CPU Iter Hours Cost Ratio Iter Cost Ratio
Fragments a

3 19 137 - 1 11 0.0 0.0 - 10 0.0 -
5 147 1121 8.2 1 14 5.7 0.4 1012 16 0.5 1187
6 292 2178 1.9 1 5 9.0 1.8 4.4 3 2.0 3.9
8 598 4688 2.2 4 14 39 11.2 6.2 8 7.6 3.7

10 1019 8289 1.8 4 14 117 33.5 3.0 1 32.8 4.3
Fragments b

3 150 1192 - 1 14 8.2 0.6 - 15 0.7 -
5 206 1668 1.4 1 14 20 1.4 2.4 13 1.5 2.2
6 296 2498 1.5 1 2 7.0 3.5 2.5 7 3.3 2.2
8 549 4707 1.9 4 15 61 16.3 4.6 12 9.5 2.8

10 631 5417 1.2 4 15 53 14.1 0.9 21 17.3 1.8

HF B3LYP

• Cost = (time*ncpus)/iterations
• Linear scaling (shaded ratios)

– Not quite, but impressive
• Diagonalization cost significant



Larger Benchmarks



Benchmarks#2

Name Calculation Atoms Method Basis Functions Mem(MW)

A.1 g18c6hf Gradient 42 HF 6-31g** 195 15
A.2 g18c6bl Gradient 42 DFT 6-31g** 195 15
A.3 g18c6fi Gradient 42 DFT/Fit 6-31g** 195 15

B.1 gvalhf Gradient 168 HF 3-21g 882 16
B.2 gvalbl Gradient 168 DFT 3-21g 882 16
B.3 gvalfi Gradient 168 DFT/Fit 3-21g 882 16
B.4 gvalb3 Gradient 168 Hybrid 3-21g 882 16

C.1 falphf Frequency 26 HF 6-31g** 230 8
C.2 falpbl Frequency 26 DFT 6-31g** 230 8
C.3 falpfi Frequency 26 DFT/FIT 6-31g** 230 8
C.4 falpb3 Frequency 26 Hybrid 6-31g** 230 8

18 Crown 6 Ether

Valinomycin

Alpha-Pinene

• Increase memory with CPU count
– I/O not critical



Parallel Performance
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Parallel Performance
Test

1 2 4 8 2 4 8
18 Crown 6 Ether

g18c6hf 542 308 162 105 1.75 3.34 5.16
g18c6bl 584 330 205 136 1.76 2.84 4.29
g18c6fi 419 280 220 159 1.49 1.9 2.63

Valinomycin
gvalb3 11389 6151 3098 1789 1.85 3.67 6.36

Alpha-Pinene
falphf 4244 2326 1253 727 1.82 3.38 5.83
falpbl 9275 5038 2734 1559 1.84 3.39 5.94
falpfi 5611 2898 1531 965 1.93 3.66 5.81

falpb3 8401 4310 2296 1327 1.94 3.65 6.33

Elapsed Time(s) # CPUs Speedup # CPUs



New Fitted Gradient
Test Elapsed Sec # CPUs Speedup # CPUs

Link 1 2 4 8 2 4 8
g18c6bl 302 6 5 3 4 1.20 2.00 1.50

401 7 4 2 2 1.75 3.50 3.50
502 348 195 131 69 1.78 2.66 5.04
703 214 118 60 40 1.81 3.57 5.35

Total 584 330 205 136 1.77 2.85 4.29

g18c6fi 302 87 82 102 79 1.06 0.85 1.10
401 6 4 2 2 1.50 3.00 3.00
502 254 149 86 53 1.70 2.95 4.79
703 58 33 17 11 1.76 3.41 5.27

Total 419 280 220 159 1.50 1.90 2.64

• Normal (g18c6bl) and fitted (g18c6fi) pure DFT
– Fitted faster on 1 CPU
– Normal faster on 8 CPUs



SCF Valinomycin 8CPUs
Iter TOTAL Mat DIAG

Ops MIN MAX MIN MAX MIN MAX MIN MAX MIN MAX
HF

1 96.3 2.3 4.3 - - 70.8 84.7
7 59.8 1.8 4.4 - - 43.9 51.2

14 32.8 1.9 4.4 - - 20.6 24.5

HYBRID
1 129.2 2.0 4.4 36.9 39.6 66.0 78.2
7 100.7 2.0 4.2 37.4 39.7 43.2 52.1

14 74.0 1.9 4.4 36.7 39.6 22.1 25.9
DFT

1 68.4 1.9 4.5 36.4 40.6 6.0 6.9 8.8 9.5
7 62.9 1.9 4.3 38.5 41.4 4.3 4.9 6.8 8.0

14 55.5 1.9 4.3 37.0 40.5 2.1 2.4 3.8 4.0
FITTING

1 52.3 2.0 4.4 36.9 39.3 0.5 0.6 1.0 1.1 0.6 0.6 1.1 1.2
7 50.2 1.7 4.3 37.7 40.3 0.4 0.4 0.8 0.9 0.5 0.5 0.9 1.0

14 50.4 1.8 4.2 37.0 40.8 0.3 0.3 0.5 0.6 0.3 0.3 0.6 0.7

Near Field Far Field Near Field Far Field

Various Types of "HF" Integrals

Near Field Far Field

DFT



Task Distribution

Num Max Num Max Num Max Num Max Num Max TOTAL

Coulomb Integrals

Near Field 72497 0.001 1176 0.002 432 0.004 64 0.008 1 0.016 74170
Far Field 38873 0.001 4555 0.002 103 0.004 48 0.008 9 0.016 43588

Numerical Integrals
4 0.001 25 0.002 50 0.004 59 0.008 92 0.016

(cont) 254 0.032 521 0.064 780 0.128 597 0.256 77 0.512 2459



L1002 
Time 

Profile
(falpbl)

Routine Start Parallel Load

Time First Last Time Imbalance
LdMGrd 0.0
LdMGr1 0.0 0.0 0.1 0.0 0.0
LdMGrd 0.1

FoFJK 4.2
ShPair 4.4

PrismS 4.5
ShPSch 4.5
FMMEnt 4.6
PrismC 4.8 72.4 80.8 76.0 8.4
CoulSu 81.0

J/G 81.1
FoFJK 81.1

CalDFT 81.2 104.1 108.7 27.5 4.6
MakeAB 110.2

LinEq2 110.5
Start Iter 111.0

PrismC 112.9 189.6 199.1 86.2 9.5
CoulSu 199.2
CalDFT 199.4 224.1 229.4 30.0 5.3

Next Iter 230.9
PrismC 231.7 309.1 315.4 83.6 6.3
CoulSu 315.5
CalDFT 315.7 339.4 344.3 28.6 4.9

Next Iter 346.4

End Time

T
im

e Increases

ETC



OpenMP Issues

• Load balancing
– Should OMP provide a global counter?

• Global summation
– Summed manually not using reduction clause

• Loop division (static/dynamic)
– Consider relative costs as we begin to 

parallelise smaller loops

• Nested parallelism
– Consistent definition!



Microbenchmarks (Sync)
Test

Sun SGI GS Sun SGI GS Sun SGI GS Sun SGI GS

Paral 0.2 1.2 0.2 4.7 5.4 1.9 7.1 1.9 3.3 10.8 5.7 4.9
Do 0.2 1.1 0.1 1.6 2.9 0.6 2.2 6.9 1.5 2.8 5.3 2.7
ParDo 0.2 0.3 0.2 6.5 2.0 1.9 8.6 5.5 3.3 12.6 8.5 5.0
Barri 0.0 0.5 0.1 1.1 1.7 0.8 1.7 1.0 1.6 2.2 2.7 2.7
Singl 0.1 0.8 0.2 2.3 3.0 1.0 3.1 1.4 1.5 4.5 7.4 1.7
Criti 0.1 0.2 0.2 0.2 -0.8 0.3 0.4 -1.3 0.4 0.5 1.9 0.9
Lock 0.1 0.2 0.1 0.2 -0.8 2.2 0.2 -1.3 3.2 0.3 2.8 0.5
Order 0.1 0.0 0.1 0.6 0.0 0.4 0.6 0.0 0.5 0.8 2.3 0.8
Atomi 0.1 0.1 0.1 0.5 0.0 0.1 0.7 0.0 0.2 1.2 1.3 0.2
Reduc 0.3 1.2 0.4 6.0 2.0 2.7 10.7 1.9 4.3 18.9 19.5 6.4

1 Thread 2 Threads 4 Threads 8 Threads

• Overhead in usec
– Mark Bull’s benchmarks slightly modified

– Min time, non-dedicated
– SGI 2 and 4 threads look suspect

• What’s the cost of load balancing
– Note critical v lock v atomic



Microbenchmarks (Schedule)

• Overhead in usec
– Mark Bull’s benchmarks slightly modified
– Min time, non-dedicated

N Sun SGI GS Sun SGI GS Sun SGI GS Sun SGI GS
Def - -0.7 1.6 0.1 0.7 2.9 0.6 1.3 3.6 1.6 1.8 3.8 2.7

Static 1 -0.7 3.1 1.0 3.6 4.2 1.5 4.2 14.3 2.5 4.8 5.3 3.7
Static 8 -0.7 1.3 0.2 1.1 2.9 0.8 1.7 27.0 1.8 2.3 4.1 3.1
Static 128 -0.7 1.0 0.1 0.6 9.5 0.6 1.2 26.0 1.6 1.8 3.6 2.9

Dyn 1 -0.7 52.9 7.6 153.5 113.4 46.0 578.3 233.3 111.5 2063.0 3003.8 305.7
Dyn 8 -0.7 8.2 1.6 40.0 23.0 7.0 92.1 52.7 8.6 279.7 1050.0 24.9
Dyn 128 -0.7 2.1 0.6 7.8 10.5 2.0 12.2 27.6 3.3 19.7 115.3 6.2

Guide 1 -0.7 1.9 0.7 13.5 10.0 2.6 38.0 26.2 5.6 110.3 561.2 11.4
Guide 8 -0.7 1.9 0.7 9.8 9.9 2.1 24.9 26.3 4.0 71.6 431.3 8.0
Guide 128 -0.7 1.9 0.7 8.1 10.0 2.0 13.2 17.8 3.3 22.1 113.1 5.8

1 Thread 2 Threads 4 Threads 8 Threads



Nested Parallelism?
Logi cal  OMP_I n_Par al l el , Out er , I nner
I nt eger  OMP_Get _Thr ead_Num
Cal l  OMP_Set _Nest ed( . f al se. )
Cal l  OMP_Set _Num_Thr eads( 4)

Do I  = 1,  4
Out er  = I . l e. 2
I nner  = Mod( I , 2) . eq. 1
wr i t e( 6,  " ( '  Out er =' , L1, '  I nner =' , L1) " )  Out er , I nner

C$OMP Par al l el  I f ( Out er )  Def aul t ( Shar ed)
wr i t e( 6, ' ( 1x, a, i 5) ' )  ' Mai n' ,  OMP_Get _Thr ead_Num( )
Cal l  Sub1( I nner )

C$OMP End Par al l el
enddo
End

Subr out i ne Sub1( I nner )
Logi cal  I nner
I nt eger  OMP_Get _Thr ead_Num

C$OMP Par al l el  I f ( I nner )
wr i t e( 6, ' ( a, l 2, i 5) ' )  '    Sub1' ,  I nner , OMP_Get _Thr ead_Num( )

C$OMP End Par al l el      
Ret ur n
End

OUTER

INNER



Nested: Results

Outer Inner Outer Inner Outer Inner
T T 0 0

1 0
2 0
3 0

T F 0 0 0 0
1 1 1 0
2 2 2 0
3 3 3 0

F T 0 0 0 0
1
2
3

F F 0 0

If setting Option1 - Thread Number Option2 - Thread Number

IBM, IA64, SGI, PGI32, Sun, GS

IBM, IA64, SGI, PGI32, Sun, GS

AIX, IA64, SGI, Sun, GSPGI32

IBM,  SGI, PGI32, Sun, GS IA64, Sun



Conclusions

• OpenMP provides major software engineering 
advantages for code developers
– Maintaining parallel and sequential code as similar as possible is 

very important 
– For ISVs widespread compiler support is hugely important

• Gaussian 03 has been successfully migrated to OMP
– Depending on algorithm current code is at least as good as old 

SMP code, usually much better

• Now assessing performance
– Load balancing is a major issue
– Loop scheduling, reduction operations and nested parallelism 

require careful thought
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